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Professional Summary:
· 8+ years of experience in data engineering, big data processing, and cloud-based analytics, designing and optimizing data pipelines for large-scale datasets. 

· Expertise in Python, SQL, PySpark, and Scala, with hands-on experience in Azure Data Engineering services such as Databricks, Data Factory (ADF), Synapse Analytics, and Blob Storage. 

· Designed and maintained ETL workflows, automating data ingestion, transformation, and processing from multiple sources, including APIs, structured databases, and unstructured data formats. 

· Strong background in healthcare, manufacturing, finance, and supply chain domains, leveraging data engineering solutions to drive business intelligence, predictive analytics, and operational efficiency. 

· Built scalable data pipelines for real-time and batch processing, integrating structured and unstructured data from diverse enterprise systems. 

· Developed and optimized SQL queries, stored procedures, and indexing strategies, improving database performance and query execution speeds. 

· Created interactive Power BI dashboards with custom DAX queries, enhancing data visualization and decision-making for business stakeholders. 

· Implemented error handling, data validation, and anomaly detection frameworks, ensuring data integrity, quality, and compliance with HIPAA and other industry standards. 

· Experience in event-driven architecture using Azure Event Hub, Azure Functions, and Stream Analytics, processing real-time data efficiently. 

· Automated Azure-based data pipeline deployments using CI/CD tools such as Azure DevOps, Git, and version control, ensuring continuous integration and streamlined workflow management. 

· Hands-on experience with Azure Monitor, Log Analytics, and Application Insights, proactively troubleshooting and optimizing cloud-based data solutions. 

· Designed data models and schema optimizations to improve query performance, storage efficiency, and scalability in Azure Synapse Analytics and SQL Server. 

· Developed serverless data processing solutions using Azure Logic Apps, Functions, and Managed File Transfer (MFT) workflows, streamlining data ingestion from third-party systems. 

· Experienced in data governance and security, implementing role-based access controls (RBAC), encryption, and audit logging to maintain data confidentiality and compliance. 

· Led data migration projects, moving legacy on-premise databases and ETL workflows to Azure Cloud, ensuring minimal downtime and improved scalability. 

· Collaborated with cross-functional teams, including data scientists, business analysts, and developers, ensuring alignment of data solutions with business requirements. 

· Worked in Agile/Scrum environments, actively participating in sprint planning, backlog grooming, daily stand-ups, and retrospectives to ensure smooth project execution. 

· Experience in performance tuning of big data workflows, using partitioning, bucketing, and caching techniques to enhance processing speeds. 

· Developed batch and streaming data processing solutions using Databricks and Azure Synapse Analytics, enabling real-time reporting and analysis. 

· Implemented data lake solutions in Azure Data Lake Storage (ADLS), optimizing data retrieval and cost management for large-scale analytics workloads. 

· Assisted in the migration of enterprise BI tools, integrating Power BI and Azure Synapse Analytics to enhance data accessibility and reporting capabilities. 

· Experience in automating data workflows using Apache Airflow and Azure Data Factory, reducing manual interventions and improving reliability. 

· Designed and maintained metadata-driven ETL frameworks, improving scalability and reducing development efforts for new data pipelines.
	Category
	Technologies & Tools

	Programming Languages
	Python, SQL, PySpark, Scala

	Cloud Platforms
	Azure (Databricks, Data Factory, Synapse Analytics, Blob Storage, Event Hub, Logic Apps)

	Big Data & ETL Tools
	Apache Spark, Apache Airflow, Informatica, Azure Data Lake (ADLS)

	Database Technologies
	SQL Server, MySQL, PostgreSQL, Azure Synapse, Snowflake

	Data Processing & Streaming
	Azure Event Hub, Azure Stream Analytics, Kafka

	Data Visualization
	Power BI (DAX, M Query), Tableau

	CI/CD & DevOps
	Azure DevOps, Git, Jenkins, CI/CD Pipelines

	Monitoring & Logging
	Azure Monitor, Log Analytics, Application Insights

	Security & Compliance
	Role-Based Access Control (RBAC), HIPAA Compliance, Data Encryption

	Project Management & Agile
	JIRA, Scrum, Agile Methodologies


Education:
Bachelor of Technology Computer Science & Engineering, SRM University, May 2016
Professional Experience:

Lantern Care, Dallas, TX

Senior Data Operations Engineer | February 2023 – Till Date

Project Overview: At Lantern Care, Dallas, TX, the project focused on processing and managing healthcare claims and eligibility data for multiple clients. The goal was to ingest, clean, transform, and analyze large volumes of healthcare data from various sources, ensuring compliance with HIPAA and industry standards.
Responsibilities: 

· Developed and optimized Python and SQL scripts for large-scale healthcare claims and eligibility data processing using Azure Databricks, ensuring efficient transformation and ingestion from multiple vendors.

· Designed and maintained Azure Data Factory (ADF) pipelines to automate ETL workflows, dynamically configuring stored procedures and metadata to handle large datasets and periodic file ingestion.

· Created and managed Databricks Notebooks using Python, PySpark, and SQL to clean, aggregate, and standardize eligibility and claims data for reporting and downstream analytics.

· Implemented data transformation and validation frameworks, improving the accuracy and reliability of eligibility reconciliation and claims adjudication processes.

· Developed error-handling and exception tracking mechanisms in Python and SQL to detect and resolve data conflicts, duplicates, and format inconsistencies in eligibility and claims records.

· Configured and monitored Managed File Transfer (MFT) workflows to securely transfer eligibility and claims data from healthcare vendors and insurance providers into Azure Blob Storage, ensuring compliance with HIPAA security regulations.

· Optimized SQL stored procedures and database queries for claims validation and eligibility verification, improving processing efficiency and report generation.

· Automated and maintained data ingestion pipelines from external REST APIs, leveraging Python scripts and Azure Functions to extract, transform, and load healthcare-related data.

· Integrated real-time and batch data processing workflows with Azure Synapse Analytics for structured healthcare data storage, analysis, and reporting.

· Participated in Agile development cycles, including sprint planning, daily stand-ups, and backlog grooming, to align data engineering initiatives with business objectives.

· Monitored, troubleshot, and optimized Azure-based data pipelines using Azure Monitor, Log Analytics, and Application Insights to ensure high availability and reliability.

· Conducted peer code reviews and participated in architecture discussions to improve the scalability and performance of data engineering solutions.

· Collaborated with cross-functional teams, including data architects, business analysts, and healthcare domain experts, to design and implement scalable data models supporting claims processing.

· Led ETL performance tuning initiatives, reducing processing time for large healthcare datasets through indexing, query optimization, and data partitioning techniques.

· Ensured compliance with data security and privacy regulations, implementing access controls, audit logging, and data encryption strategies across Azure cloud services.
Environment & Tools: Python, SQL, PySpark, Azure Databricks, Azure Data Factory (ADF), Azure Blob Storage, Azure Synapse Analytics, Azure Monitor, Managed File Transfer (MFT), REST APIs, Git, JIRA, Agile, HIPAA Compliance, Log Analytics, Application Insights, CI/CD Pipelines.

Johnson Electric, Plymouth, MI

Senior Data Engineer | June 2021 - January 2023
Project Description: Worked on manufacturing and supply chain analytics, developing data pipelines to process and analyze large-scale IoT sensor data and enterprise ERP data in Azure Cloud. Built real-time and batch data processing solutions to enhance predictive maintenance, production efficiency, and operational insights for manufacturing systems.

· Designed, developed, and optimized ETL pipelines using Python, SQL, and Azure Data Factory (ADF) to ingest, process, and transform large datasets from multiple manufacturing and supply chain systems.

· Built and maintained Azure Databricks notebooks leveraging PySpark to analyze and cleanse IoT sensor data, improving equipment performance monitoring and predictive maintenance capabilities.

· Developed and fine-tuned SQL stored procedures for structured data processing, ensuring efficient data extraction, transformation, and loading (ETL) from enterprise databases into Azure Synapse Analytics.

· Automated data ingestion workflows from on-premise and cloud-based ERP systems using ADF, Azure Functions, and REST APIs, ensuring real-time and batch data processing.

· Implemented data modeling and schema optimization for manufacturing analytics, improving query performance and reporting efficiency in Power BI dashboards.

· Created and enforced data governance policies, ensuring data integrity, consistency, and compliance with industry standards across the organization’s cloud data platform.

· Designed event-driven data processing architectures, integrating Azure Event Hub and Azure Stream Analytics to capture and process IoT data from factory sensors and equipment.

· Conducted SQL query performance tuning, reducing execution time for complex reports and enhancing data accessibility for analytics teams.

· Developed CI/CD pipelines for data engineering solutions, leveraging Azure DevOps for automated deployments, version control, and workflow management.

· Monitored, debugged, and optimized Azure-based big data workflows, using Azure Monitor, Log Analytics, and Application Insights to ensure system reliability and performance.

· Collaborated with cross-functional teams, including data scientists, business analysts, and software engineers, to enhance data-driven decision-making in manufacturing and supply chain processes.

· Led data validation and reconciliation efforts, ensuring accurate data mapping, cleansing, and standardization across multiple source systems.

· Assisted in the migration of legacy data pipelines from on-premises databases to Azure cloud, ensuring minimal downtime and improved data accessibility.

· Participated in Agile development cycles, including sprint planning, backlog grooming, and daily stand-ups, to drive data engineering initiatives aligned with business goals.

Environment & Tools: Python, SQL, PySpark, Azure Databricks, Azure Data Factory (ADF), Azure Synapse Analytics, Azure Blob Storage, Power BI, Azure Functions, REST APIs, Azure Event Hub, Azure Monitor, Log Analytics, Application Insights, CI/CD Pipelines, Azure DevOps, Agile, JIRA, Manufacturing IoT Data, Data Governance.

Unilever, New York, NY

Senior Data Engineer | April 2019 – June 2021

Project Description: Led data engineering initiatives for finance and marketing analytics, developing scalable ETL pipelines to unify and optimize data ingestion, transformation, and reporting across multiple business units. Migrated legacy reporting systems to Azure-based interactive dashboards, significantly improving data accessibility, performance, and decision-making capabilities.
· Designed and implemented end-to-end data pipelines using Python, Spark, and Scala, integrating 15 diverse data sources into a unified and structured Azure ecosystem.

· Developed and optimized finance and marketing models, improving data processing workflows with Azure, Power BI, and SQL Server to enhance data-driven decision-making.

· Migrated legacy data reporting systems to interactive Power BI dashboards, achieving a 70% reduction in report load time through DAX optimization and custom visualizations.

· Built custom Power BI dashboards for competitor KPI analysis, incorporating advanced DAX queries to deliver precise business intelligence insights.

· Consolidated structured and unstructured data from multiple sources into a centralized SQL database using Informatica and Azure Notebooks, improving data retrieval speed by 55%.

· Implemented a hybrid schema design, reducing data storage consumption by 35% while enhancing data security through Azure VMs and Virtual IRs.

· Designed scalable ETL workflows using Azure Data Factory (ADF) and Databricks, automating finance and marketing data ingestion to enhance reporting efficiency.

· Led data transformation and cleansing efforts, ensuring data accuracy and consistency across multi-region business intelligence models.

· Developed batch and real-time data ingestion workflows, integrating SQL Server, Azure Synapse Analytics, and Power BI for seamless business intelligence reporting.

· Implemented access controls and encryption strategies to ensure data security and compliance with enterprise governance policies.

· Collaborated with finance, marketing, and analytics teams to define data requirements, improve data accessibility, and enhance analytical models.

· Managed and optimized Azure-based infrastructure, ensuring scalability, cost-efficiency, and high availability of data processing pipelines.

· Participated in Agile development methodologies, including daily stand-ups, backlog grooming, sprint planning, and retrospectives, ensuring continuous delivery and improvement.
Environment & Tools: Python, SQL, PySpark, Scala, Azure Databricks, Azure Data Factory (ADF), Azure Synapse Analytics, Azure Blob Storage, SQL Server, Informatica, Power BI, DAX, Azure VMs, Virtual IRs, REST APIs, Agile, JIRA, CI/CD Pipelines, Azure Monitor, Data Governance.

Infosys, Bangalore, India
Data Engineer | September 2016 - March 2019

Project Description: Worked on data integration and automation for production planning, inventory management, and distribution analytics. Assisted in building data pipelines to process and transform production and inventory data, ensuring efficient tracking and reporting.
· Assisted in extracting and processing production plan data from Excel and CSV files, distributing it across dealerships using Python and SQL.

· Developed ETL workflows using Azure Data Factory (ADF) to automate batch data processing and improve data availability for reporting.

· Helped implement data transformation scripts in Python to standardize and clean production and inventory data.

· Created basic Power BI dashboards to display inventory status and production reports, improving visibility into supply chain performance.

· Assisted in automating data alerts using Azure Logic Apps, ensuring timely notifications for data discrepancies and failures.

· Supported the team in SQL query optimization and troubleshooting, ensuring efficient data retrieval.

· Worked with cross-functional teams to improve data accuracy and reporting workflows.

Environment & Tools: Python, SQL, Azure Data Factory (ADF), Azure Logic Apps, Power BI, Azure Blob Storage, Excel, REST APIs, JIRA, Agile.
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